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Abstract

Understanding model predictions is critical in health-
care, to facilitate rapid real-time verification of model cor-
rectness and to guard against the use of models that ex-
ploit confounding variables. Motivated by the need for ex-
plainable models, we address the challenging task of ex-
plainable multiple abnormality classification in volumet-
ric medical images. We propose a novel attention mech-
anism, HiResCAM, that highlights relevant regions within
each volume for each abnormality queried. We investi-
gate the relationship between HiResCAM and the popu-
lar model explanation method Grad-CAM, and demonstrate
that HiResCAM yields better performance on abnormal-
ity localization and produces explanations that are more
faithful to the underlying model. Finally, we introduce a
mask loss that leverages HiResCAM to require the model
to predict abnormalities based on only the organs in which
those abnormalities appear. Our innovations achieve a 37%
improvement in explanation quality, resulting in state-of-
the-art weakly supervised organ localization of abnormal-
ities in the RAD-ChestCT data set of 36,316 CT volumes.
We also demonstrate on PASCAL VOC 2012 the different
properties of HiResCAM and Grad-CAM on natural im-
ages. Overall, this work advances convolutional neural net-
work explanation approaches and the clinical applicability
of multi-abnormality modeling in volumetric medical im-
ages.

1. Introduction

Automated interpretation of medical images with ma-
chine learning has the potential to revolutionize the field of
radiology. However, machine learning systems have not yet
been adopted on a large scale in clinical practice [3]. One
barrier to adoption is trust [40, 47]. Most medical imaging
models are based on convolutional neural networks, which
are “black box” models unless additional steps are taken to
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Figure 1. An example of improved chest CT scan explanations
via our proposed attention mechanism HiResCAM and proposed
mask loss, relative to a baseline using Grad-CAM and no mask
loss. For the label “great vessel atherosclerosis,” the baseline vi-
sualization includes a strong focus on the fat layer surrounding
the patient’s body; the model is likely using obesity as a proxy
for atherosclerosis. The proposed model correctly focuses on the
atherosclerosis itself, visible as a rim of calcifications around the
great vessel. For lung cyst, the baseline explanation fails, while the
proposed model explanation highlights cystic areas of the lungs.
Anatomy annotations were added for clarity. Best viewed in color.

improve explainability [4].

An explainable model in computer vision indicates
which regions of the image contribute to its predictions [4].
Explainability is critical in medical imaging to detect sit-
uations where a model leverages aspects of the data that
are correlated with an outcome but inappropriate for pre-
diction. Zech et al. [63] used class activation mapping [65]
to reveal that a CNN trained to predict pneumonia from
chest radiographs leveraged non-medical features to make
the pneumonia prediction. Specifically, the CNN identified
differences in metal tokens, postprocessing, and compres-
sion artefacts which identified the hospital system of origin,
a highly effective indicator of pneumonia risk due to dif-
fering frequencies of pneumonia among the patient popula-
tions. Furthermore, a “model” consisting of sorting the ra-
diographs by hospital system achieved an AUROC of 0.861,
illustrating that high performance alone does not guarantee
that a model is faithful to expected medical reasoning. This
behavior is analogous to natural image classifiers detecting
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boats via water, trains via rails, or horses via a copyright
watermark [33, 34]. It is thus critical to seek insight into
how models make their predictions.

In this work, we consider explainable multilabel classi-
fication in volumetric medical images. Our contributions
include:

• A new region-focused attention mechanism, High-
Resolution Class Activation Mapping (HiResCAM),
that identifies the locations in the input volume that
most contribute to prediction of each abnormality.

• An approach to obtain pixel-level allowed regions
for each abnormality without any manual labeling,
by combining unsupervised multi-organ segmentation
with location information in radiology reports.

• A mask loss that leverages HiResCAM and the al-
lowed regions during training to encourage the model
to predict abnormalities from within the organs in
which they are found.

Our combined innovations yield state-of-the-art perfor-
mance on explainable multi-abnormality prediction in 3D
medical images.

2. Related Work

Abnormality prediction in chest CT scans. CT scans
are used to diagnose and monitor numerous conditions, in-
cluding cancer [51], injuries [43], and lung disease [15, 46].
CT scans and natural images differ significantly. Natural
images are typically 2D RGB images in which each pixel
belongs to only one class and the colors, shapes, and tex-
tures of each class are distinct enough for the average hu-
man to appreciate the difference (e.g. “cat” vs. “dog”). In
contrast, CT scans are grayscale volumetric images on the
order of 70,000,000 pixels each (≈ 500× larger than nat-
ural images), in which each pixel could belong to multi-
ple classes due to physically overlapping diseases. Fur-
thermore, the color, shape, and texture of each class can
be challenging to distinguish even for domain experts, due
to heterogeneity within one disease and similarities across
different diseases [18, 19, 23, 17].

Due to the challenging and time-consuming nature of CT
interpretation, there has been substantial interest in devel-
oping machine learning models to analyze CT scans. Al-
most all prior work in CT classification has focused on
one abnormality at a time, such as interstitial lung disease
[10, 56, 25, 24, 55, 14, 5], lung cancer [6], pneumothorax
[39], or emphysema [29].

The only model developed to predict multiple abnormal-
ities simultaneously from one CT volume is CT-Net [18],
which was trained and evaluated on the RAD-ChestCT data
set of 36,316 CT volumes annotated with 83 whole-volume

abnormality labels each. While CT-Net achieves high per-
formance, its final representation is not interpretable due to
an intermediate convolution step over the feature dimension
that disrupts the spatial relationship between the represen-
tation and the input volume. Our proposed model outper-
forms CT-Net while providing explainability.

Gradient-based neural network explanation meth-
ods. Our proposed attention mechanism, HiResCAM, is
part of the family of gradient-based neural network expla-
nation methods [4].

Input-level approaches. Saliency mapping [53], Decon-
vNets [64], and Guided Backpropagation [54] are gradient-
based explanation methods that compute the gradient of the
class score with respect to the input image, to visualize im-
portant image regions. These methods are identical except
for handling of ReLU nonlinearities [42]. Gradient ∗ In-
put [52] is a related method in which the gradient of the
class score with respect to the input is multiplied element-
wise against the input itself. Layer-wise relevance propa-
gation (LRP) [7] proceeds layer-by-layer, starting with the
output, to redistribute the final score across the pixels of the
input layer. While not originally formulated as a gradient-
based explanation method, ε-LRP is in fact equivalent to
Gradient ∗ Input where the gradient is calculated in a mod-
ified manner using the ratio between the output and input
at each nonlinearity [4]. A limitation of the aforementioned
approaches is the “white noise” appearance of the final ex-
planation caused by noisy gradients [8, 42].

Output-level approaches. Class Activation Mapping
(CAM) [65] is an explanation method for a particular class
of models that consist of convolutions followed by global
average pooling over features and one final fully connected
layer. The explanations are produced by multiplying the
class-specific weights of the final layer by the correspond-
ing feature maps prior to pooling. CAM may be consid-
ered a gradient-based method, as the final class-specific
weights are the gradient of the score with respect to the fea-
ture maps. Grad-CAM [49] is a generalization of CAM, in
which gradients are averaged over the spatial dimensions
to produce importance weights. The Grad-CAM explana-
tion is a sum of feature maps weighted by the importance
weights.

Unlike the input-level approaches, which rely on propa-
gation through all layers back to the level of the original im-
age, CAM and Grad-CAM produce explanations at a layer
of the network closer to the output. The low-dimensional
explanation is then upsampled for superimposition over the
input image, an acceptable step because typical CNNs pre-
serve spatial relationships. Guided Grad-CAM [49] is a
Grad-CAM variant obtained via an element-wise product
of Guided Backpropagation [54] and Grad-CAM explana-
tions.

Recent work has called into question some gradient-
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Figure 2. Calculation of the proposed HiResCAM abnormality-specific attention and the proposed mask loss at the last convolutional rep-
resentation of our AxialNet architecture. A low-dimensional representation zh is obtained for each slice h = 1, ..., H via 2D convolutions
on axial slices. A final fully connected layer produces M abnormality scores for each slice (these slice scores are not explicitly shown). A
HiResCAM attention map is calculated for each abnormality as the element-wise product of the low-dimensional representation zh with
the gradient of the abnormality score with respect to zh, summed over the feature dimension. In AxialNet, this gradient is equal to the fully
connected layer weights for the relevant abnormality (Section 3.4). The mask loss (Section 3.5) is computed using the HiResCAM attention
maps and allowed regions Gtrue to encourage the model to only increase the abnormality score using organs in which that abnormality is
found. In this example, the allowed organs are the left lung for mass, the right lung for nodule, and both lungs for pleural effusion.

based explanation methods. Nie et al. [42] demonstrate that
Guided Backpropagation and DeconvNets perform partial
image recovery due to their handling of ReLU nonlineari-
ties and max pooling. Adebayo et al. [1] reveal that Guided
Backpropagation, Guided Grad-CAM, and Gradient ∗ In-
put produce convincing explanations even when model pa-
rameters have been randomized or when a model has been
trained on randomly labeled data. However, saliency map-
ping and Grad-CAM pass the sanity checks.

Because they are class-specific and produce less noisy
explanations than input-level methods, CAM and Grad-
CAM form the foundation of numerous methods for weakly
supervised localization [32, 59, 57, 28, 60, 31, 58, 21, 2, 22,
12, 13, 37, 36], and have also been widely used in medical
imaging applications [35, 44, 9, 50, 45, 41].

We propose a new explanation method, HiResCAM,
with connections to Grad-CAM and Gradient ∗ Input that
are explored further in Section 3.4. We demonstrate that
HiResCAM outperforms Grad-CAM, producing quantita-

tively and qualitatively improved explanations for volumet-
ric medical images.

3. Methods
3.1. Problem setup

Consider a dataset {X, y}Ni=1 where yi ∈ {0, 1}M is a
binary vector corresponding to the presence/absence of M
abnormalities and Xi ∈ [0, 1]405×420×420 is a CT volume1.
We wish to predict, in an explainable manner, the labels
ŷi given a CT volume Xi, meaning that for any abnormal-
ity m ∈ {1, 2, . . . ,M} a physician can query the model to
retrieve the sub-region within the volume that is most pre-
dictive of that abnormality.

We propose a multiple-instance learning architecture
that yields per-slice abnormality scores, and we introduce
HiResCAM, a novel attention mechanism that provides sub-

1Xi ∈ [0, 1]135×3×420×420 is used when three adjacent slices are
grouped to enable use of a feature extractor pre-trained on ImageNet
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slice localization. HiResCAM additionally enables calcula-
tion of a mask loss that encourages the model to only predict
abnormalities using the organs in which they are found, thus
improving the quality of model explanations. An overview
of our architecture, HiResCAM attention mechanism, and
mask loss is provided in Figure 2.

3.2. Modeling

Radiologists typically view CT scans as a stack of axial
slices [61], which form horizontal planes through an upright
patient. Motivated by this practice, we propose AxialNet, a
multiple instance learning architecture that facilitates deter-
mination of which axial slices contribute the most to predic-
tion of each abnormality, and enables the most interpretable
use of HiResCAM. First, a 2D CNN is applied to each CT
slice. The CNN’s parameters are shared across slices (Fig-
ure 2), an approach that has been previously successful in
CT analysis [18, 38, 48]. The low-dimensional represen-
tation produced by the CNN for the hth slice is termed
zh ∈ RF×D1×D2 with F features, width D1, and depth
D2. It will be used in the proposed attention mechanism
HiResCAM as well as the proposed mask loss. Scores c
for all M abnormalities are produced from each zh, using a
fully-connected layer with parameters shared across all CT
slices. One row wm of the fully connected layer weight ma-
trix corresponds to one abnormality, meaning that the score
for the hth slice andmth abnormality is cmh = wmzh+bm.

The matrix of all per-slice abnormality scores C ∈
RM×H provides model explainability by illustrating which
axial slices contribute most to the prediction of each abnor-
mality.

The final whole-volume abnormality score sm is pro-
duced for each abnormality by averaging the per-slice ab-
normality scores: sm = 1

H

∑H
h=1 wmzh + bm. Finally, the

whole-volume predicted probability ŷm for the mth abnor-
mality is calculated from the whole-volume score sm using
the sigmoid function ŷm = σ(sm) = 1

1+e−sm .
For each observation we optimize the expected multil-

abel cross entropy objective, requiring only whole-volume
abnormality labels:

Lclass = −
1

M

M∑
m=1

[ym log ŷm + (1− ym) log(1− ŷm)].

(1)

3.3. Proposed HiResCAM for abnormality-specific
attention

We propose an attention mechanism, High-Resolution
Class Activation Mapping (HiResCAM), which produces
for every abnormality m = 1, ...,M an abnormality-
specific attention map Ãm ∈ RH×D1×D2 , i.e. attention

feature map 𝐀𝑓

gradients

α𝑓

HiResCAM

Grad-CAM

⨀
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Figure 3. 2D example of how HiResCAM addresses the limita-
tion of the gradient averaging step in Grad-CAM. The Grad-CAM
attention map (equation(3)) matches the relative magnitudes and
positive-negative pattern of the original feature map (the “inverted
red L shape” in this example), even though the gradients sug-
gest that some elements should be re-scaled and/or change sign.
HiResCAM (equation (4)) does not average over the gradients and
instead element-wise multiplies the feature map with the gradients
directly, thereby producing attention that more accurately reflects
the model’s computations and emphasizes the most important lo-
cations for a particular prediction. Best viewed in color.

over the spatial dimensions (excluding the feature dimen-
sion F ). The abnormality-specific attention maps provide
sub-slice localization to further improve explainability and
to enable calculation of the mask loss (Section 3.5).

HiResCAM is inspired by the popular attention mech-
anism Grad-CAM [49], and is designed to address a lim-
itation of the Grad-CAM averaging step. In Grad-CAM,
feature map importance weights αf are calculated by av-
eraging gradients over the spatial dimensions of the low-
dimensional CT representation. Such averaging enables
Grad-CAM to be a generalization of Class Activation Map-
ping (CAM) [65]. However, the averaging also limits the
extent to which the final visualization depicts the locations
within the image that the model is using to make predic-
tions.

Figure 3 illustrates the fundamental problem: each
αfAf subcomponent of the final Grad-CAM attention map
must always match the relative magnitudes of the feature
map Af , and either (a) exactly match the positive-negative
pattern of the feature map (when αf is positive), or (b)
invert the positive-negative pattern (when αf is negative).
Rescaling and sign changes of individual elements of the
feature map are “blurred out.” In HiResCAM, rescaling and
sign changes are preserved, producing more high-resolution
attention.

Extending Grad-CAM to 3D Data. Grad-CAM was
originally described for 2D data [49]. Before introducing
the HiResCAM formulation, we describe the extension of
Grad-CAM to 3D data.

Recall that sm is the model’s score for abnormalitym be-
fore the sigmoid function. To obtain a Grad-CAM attention
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map for abnormalitym, we first compute the gradient of sm
with respect to a collection of feature maps A = {A}Ff=1

produced by a convolutional layer. For volumetric data, the
gradient ∂sm

∂A is 4-dimensional [F,H,D1, D2].
Next we calculate a vector of importance weights [49]

αm ∈ RF that will be used to re-weight each corresponding
feature map Af . The importance weights are obtained by
global average pooling the gradient over the height, width,
and depth dimensions:

αf
m =

1

HD1D2

H∑
h=1

D1∑
d1=1

D2∑
d2=1

∂sm

∂Af
hd1d2

. (2)

The importance weights indicate which features are most
relevant to this particular abnormality throughout the vol-
ume overall. The Grad-CAM attention map is produced as
an importance-weighted combination of the feature maps
Af :

ÃGradCAM
m =

F∑
f=1

αf
mAf . (3)

Following standard practice for use of Grad-CAM [49], the
attention map is then post-processed for better visualization
by applying a ReLU and normalizing the attention values to
the range [0, 1]. This step is intended to ensure that the re-
gions positively associated with a abnormality will be easily
visible.

HiResCAM Formulation HiResCAM overcomes the
limitation of Grad-CAM illustrated in Figure 3. The first
step of HiResCAM is the same as Grad-CAM: compute
∂sm
∂A , the gradient of sm with respect to the feature maps
A.

In the second step of HiResCAM, the attention map is
produced by element-wise multiplying the gradient and the
feature maps before summing over the feature dimension:

ÃHiResCAM
m =

F∑
f=1

∂sm
∂Af

�Af . (4)

The motivation behind HiResCAM is that if the gradients
indicate that some elements of the feature map should be
scaled or have their sign inverted, then it is more reflective
of what the model is computing to perform these operations,
rather than to blur the effect of the gradients across each
feature map as is done in Grad-CAM.

3.4. HiResCAM intuition: visualizing important
image regions

For the most interpretable explanation, HiResCAM
should be applied at the last convolutional layer of a CNN
that ends in one fully connected layer. In this setup

HiResCAM has an intuitive interpretation: the resulting at-
tention map highlights all regions of the image that increase
the prediction score. In contrast, Grad-CAM emphasizes
the features that increase the prediction score, which can
result in substantially different explanations.

AxialNet enables the optimally interpretable use of
HiResCAM, for it is composed of convolutional layers fol-
lowed by one fully connected layer. We apply HiResCAM
at Z, the output of the last convolutional layer. The first
step of HiResCAM is to calculate the gradient of the abnor-
mality score sm with respect to Z. The previous expres-
sion for the abnormality score sm was written in terms of
the slices zh. To rewrite sm = 1

H

∑H
h=1 wmzh + bm in

terms of Z overall requires two concatenations. First, de-
fine wcat

m as the vector resulting from concatenation of the
mth-abnormality-specific weights wm with themselves H
times: wcat

m = wm ++ wm ++ ... ++ wm. Next define Z
as the vector resulting from concatenation of all the flat-
tened zh representations, Z = z1 ++ z2 ++ ...++ zH . Then
an alternative expression for the whole volume abnormality
score sm is:

sm =
1

H
wcat

m Z+ bm. (5)

The gradient of the abnormality score sm with respect to Z
can then be calculated as:

∂sm
∂Z

=
∂

∂Z
(
1

H
wcat

m Z+ bm) (6)

=
1

H
wcat

m . (7)

We then follow equation (4) to calculate the HiResCAM
attention map as follows:

ÃHiResCAM
m =

F∑
f=1

∂sm
∂Z
� Z. (8)

Substituting in equation (7) for ∂sm
∂Z , we obtain

ÃHiResCAM
m =

F∑
f=1

1

H
wcat

m � Z. (9)

The element-wise multiplication wcat
m � Z in the

HiResCAM attention map expression is the intermediate
computation in calculating wcat

m Z, which in turn is a direct
contributor to the abnormality score sm = ( 1

Hwcat
m Z)+bm.

Therefore, the large positive elements of the HiResCAM
attention map Ãm that show up as abnormality-relevant im-
age regions correspond to regions which directly increase
the abnormality score. Similarly, negative elements of the
HiResCAM attention map are direct contributors to a lower
abnormality score. That means the HiResCAM attention
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map can be interpreted as showing exactly which parts of
the scan contributed most to the abnormality score.

Grad-CAM intuition: visualizing features, not re-
gions. Grad-CAM does not directly visualize important re-
gions. The intuitive interpretation of HiResCAM does not
apply, even if Grad-CAM is used at the last convolutional
layer. To calculate the Grad-CAM explanation at the level
of Z, we first follow equation (2) to obtain the importance
weights:

αf
m =

1

HD1D2

H∑
h=1

D1∑
d1=1

D2∑
d2=1

1

H
wcat

m . (10)

These importance weights are then multiplied against the
corresponding feature maps of Z = {zf}Ff=1. Essentially
this means that all the fully connected layer weights cor-
responding to a given feature map are averaged together
and then the resulting scalar is multiplied against the fea-
ture map. The overall effect is to emphasize the features
that contribute most to the prediction across the entire im-
age, even if in the model’s computations these important
features are only actually contributing to the score in a few
focal areas.

Thus, while HiResCAM produces explanations based on
the most important image regions, Grad-CAM produces ex-
planations based on the most important image features. Im-
portant features and important regions can coincide, but do
not always coincide. We will show that HiResCAM out-
performs Grad-CAM at correct region localization in CT
scans, while Grad-CAM yields more expansive explana-
tions in natural images.

HiResCAM: faithful, computationally efficient class-
specific explanations The preceding analysis demonstrated
HiResCAM’s relationship to Grad-CAM. HiResCAM is
also related to Gradient ∗ Input, thus providing a concep-
tual link between Grad-CAM and Gradient ∗ Input. If
HiResCAM were to be applied at the level of the input im-
age, it would be equivalent to Gradient ∗ Input. While the
“level of application” is a simple distinction, it has sev-
eral critical implications that, to the best of our knowl-
edge, have not been explored previously in the literature.
First, HiResCAM explanations are clean and class-specific,
whereas Gradient ∗ Input and other pixel-space explana-
tions produce visualizations that are too noisy to be class-
specific [49]. Second, HiResCAM is not susceptible to
the same issue that caused Gradient ∗ Input to fail ba-
sic sanity checks [1]: namely, HiResCAM does not in-
volve element-wise multiplication with the raw input im-
age. Third, when HiResCAM is used as recommended in
the previous section, the HiResCAM explanations can be
seamlessly integrated into model training in a computation-
ally efficient manner, a consideration that is particularly im-
portant when working with massive CT volumes. Equa-
tion (9) can be calculated during the forward pass, meaning

Heart
Left 

Lung

Right 

Lung

Mass 0 0 0

Calcification 1 0 1

Cardiomegaly 1 0 0

Reticulation 0 1 0

Atelectasis 0 1 1

Segmentation Maps 

of Heart, Left Lung, 
and Right Lung

Attention Ground Truth

mass

calcification

cardiomegaly

reticulation

atelectasis

Abnormality × Location Labels

Figure 4. Schematic of the attention ground truth creation. By
combining the location × abnormality labels and the organ seg-
mentation masks, it is possible to define “allowed regions” for each
abnormality with no manual labor.

that no extra backward passes are needed. Finally, because
the HiResCAM explanation is in a low-dimensional space,
computing a loss on it (Section 3.5) requires orders of mag-
nitude fewer computations than if the same loss were calcu-
lated in input space.

3.5. Proposed mask loss

We propose a mask loss that leverages HiResCAM
to improve the quality of explanations by restricting
the abnormality-specific attention to allowed regions for
each abnormality m. Given the model’s predicted atten-
tion Ã ∈ RM×H×D1×D2 and a binary mask Gtrue ∈
{0, 1}M×H×D1×D2 which defines an allowed region for the
attention for each abnormality, the mask loss is calculated
as follows (using ãi to access all MHD1D2 elements of
Ã):

Lmask = −
∑

i:Gtrue=0

log(1− ãi). (11)

The proposed mask loss is conceptually half of a segmenta-
tion loss [30], applied in a low-dimensional space. To min-
imize the mask loss the model must not increase the abnor-
mality score using forbidden regions. Further justification
for this choice of mask loss is provided in the Supplemen-
tary Material. The overall loss, incorporating the classifica-
tion loss (equation 1), is then Ltotal = Lclass + λLmask.

Creating an attention ground truth The primary bar-
rier to computing the mask loss is obtaining Gtrue which
specifies the allowed regions for each abnormality. Man-
ually creating Gtrue would require months of expert man-
ual labor. Therefore, we develop an efficient approach for
obtaining Gtrue computationally. First, we expand the pre-
viously described SARLE [18] natural language processing
method with location vocabulary, in order to automatically
identify the location of each abnormality in the free text CT
reports. Next, we develop an unsupervised multi-organ seg-
mentation pipeline using morphological image processing
to define segmentation maps of the right lung, left lung, and
heart/mediastinum in each volume individually. Randomly
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selected examples of the lung segmentation are shown in the
Supplementary Material. The combination of the location
× abnormality labels and the organ segmentation masks en-
ables determination of an “allowed region” for each abnor-
mality as illustrated in Figure 4. Further details are provided
in the Supplementary Material.

4. Experiments
Datasets. RAD-ChestCT [18] is a data set of 36,316

CT volumes with 83 whole-volume abnormality labels.
We focus on M = 80 labels relevant to the lungs and
heart/mediastinum, detailed in the Supplementary Material.
To quantify the effect of HiResCAM and the mask loss on
explanation quality, we train AxialNet on the full data set.
Because it takes≥ 1 week to train a model on the full RAD-
ChestCT data set, for architecture comparisons and ablation
studies we use a predefined subset [18] of 2,000 training
scans and 1,000 validation scans intended for this purpose.

PASCAL VOC 2012 [20] is a data set of 2D RGB natu-
ral images with segmentation maps of 20 classes. Follow-
ing prior work [58], we combine PASCAL VOC 2012 with
SBD [26] to create an augmented training set of 7,087 im-
ages. We only use whole-image labels for training classifi-
cation models.

Implementation details. The per-slice CNN in Axial-
Net consists of a 2D ResNet-18 [27] pretrained on Ima-
geNet [16] and refined during training on CTs, followed by
custom convolutional layers. All models are implemented
in PyTorch. Models were trained using stochastic gradi-
ent descent with momentum 0.99 and learning rate 10−3.
Whole-dataset models were trained on an NVIDIA Tesla
V100 GPU with 32 GiB of memory. All code will be made
publicly available.

OrganIoU: a metric for explanation quality. There is
no standard method for quantitatively evaluating the qual-
ity of a neural network explanation [4]. Weakly super-
vised segmentation methods are often evaluated with in-
tersection over union (IoU), which requires ground truth
class-specific segmentation masks that are not available in
any multilabel volumetric medical imaging data set. There-
fore we propose OrganIoU, a metric that equals 1 when the
model has assigned all abnormality attention within the al-
lowed regions for that abnormality, and equals 0 when the
model has only assigned attention to forbidden regions. The
OrganIoU is calculated using the model’s predicted atten-
tion Ã ∈ RM×H×D1×D2 and the attention ground truth
Gtrue ∈ {0, 1}M×H×D1×D2 . The predicted attention is
binarized with different thresholds and the optimal thresh-
old chosen for each abnormality on the validation set. De-
fine allowed as the sum of all predicted attention values
where Gtrue = 1 and forbidden as the sum of all pre-
dicted attention values where Gtrue = 0. Then OrganIoU =

allowed
allowed+forbidden .
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AxialNet with Classification Loss Only AxialNet including Mask Loss

Figure 5. Qualitative results illustrating the effect of the mask loss
as well as the difference between Grad-CAM and HiResCAM ex-
planations for the same model. The highest scoring slice is shown
for each abnormality. The top two rows exemplify cases where the
mask loss model produces a correct explanation while the model
trained without the mask loss fails. In the middle two rows, only
the HiResCAM mask loss explanation is correct, while the Grad-
CAM mask loss explanation creates the impression that the model
attended to the wrong organ. For the final row, a great vessel
catheter was identified via its tail outside the body rather than its
presence inside the great vessel. Best viewed in color, with zoom.

Alternative models and ablation study AxialNet out-
performs the alternative models CTNet, 3DConv, and
BodyConv (Table 1) on classification and localization.
HiResCAM also yields better performance than GradCAM
for every alternative model. The ablation study emphasizes
the benefit of average pooling (vs. MaxPool), use of a pre-
trained ResNet (vs. RandInitResNet), and inclusion of the
custom convolution layers (vs. NoCustomConv).

Explainability in 3D medical images. The mask loss
and HiResCAM attention mechanism in AxialNet produce
state-of-the-art performance, with a synergistic effect that
results in a 37% improvement (20.1 −→ 27.6 OrganIoU) in
explanation quality overall (Table 2). The qualitative per-
formance shown in Figure 5 further emphasizes the benefit
of using the mask loss and HiResCAM for the most accu-
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Architecture Comparison and Ablation Study

OrganIoU

Model AUROC GradCAM HiResCAM

Alternative CTNet [18] 66.3 - -
Models 3DConv [18] 53.8 3.3 4.5

BodyConv [18] 50.2 0.0 14.6
Ablation MaxPool 65.5 9.3 10.9

RandInitResNet 63.1 15.1 14.1
NoCustomConv 56.5 10.0 19.7

Proposed AxialNet 67.5 18.7 21.5

Table 1. Validation set classification performance (median AU-
ROC) and localization performance (mean OrganIoU) for alterna-
tive models and ablated versions of AxialNet, using the predefined
2,000 train/1,000 val subset [18] for computational feasibility. Or-
ganIoU was calculated at the last convolutional layer of all mod-
els. No OrganIoU could be calculated for CTNet as the spatial
relationship between the output of the last convolutional layer and
the input has been disrupted due to convolution over features.

rate explanations. The mask loss model of the middle rows,
for lung opacity and atelectasis (collapsed lung tissue), are
a particularly interesting case because the Grad-CAM vi-
sualization creates the false impression that the model has
focused on the wrong organ - the heart instead of the lungs.
In contrast, the region-focused HiResCAM attention shows
that the model is actually looking at lung tissue as it should
(these slices were verified by a physician trained in analysis
of CT volumes). We hypothesize that Grad-CAM’s focus on
the wrong organ arises because both opacities and atelec-
tasis are “light grey” abnormalities, and may activate fea-
tures that detect this “light grey” quality; unfortunately, the
heart is more “light grey” than any adjacent lung tissue, so
feature-focused Grad-CAM fixates incorrectly on the heart.

Case study. The label “great vessel atherosclerosis” ex-
emplifies how the mask loss discourages exploitation of
confounding variables. Obesity is a known risk factor for
atherosclerosis [62], which the baseline model leverages by
focusing on body wall fat content. Figure 1 depicts an over-
weight patient for which both the baseline and mask loss
models predict high likelihood of atherosclerosis (probabil-
ities 170% and 183% above the average prediction for this
label, respectively). Figure 5 row 5 shows a thinner patient
with great vessel atherosclerosis; the baseline model again
focuses on the body wall, with a score only 108% above av-
erage, while the mask loss model focuses on the great vessel
itself and produces a score 183% above average in spite of
the patient’s thinner body habitus.

HiResCAM vs. Grad-CAM in natural images. In-
terestingly, for natural images Grad-CAM yields more ex-
pansive explanations (Figure 6) that lead to higher IoU. For
a VGG-16 classifier trained on PASCAL VOC 2012, the
mean validation set IoU of the raw explanations is 28.5 for
HiResCAM vs. 33.3 for Grad-CAM. We hypothesize that

AxialNet Test Set OrganIoU: Effect of Attention Mechanism & Mask Loss

Lclass only Lclass & Lmask Summary

% Grad HiRes Grad HiRes HiRes↑

focal 53 22.6 20.1 27.2 29.6 +31.3%
diffuse 47 17.3 21.4 14.8 25.3 +46.1%
biological 89 20.3 20.9 21.6 27.6 +36.1%
intervention 11 18.8 19.3 19.8 27.6 +46.6%
overall 100 20.1 20.7 21.4 27.6 +37.2%

Table 2. The RAD-ChestCT test set mean OrganIoU quantify-
ing explanation quality. Grad = Grad-CAM, HiRes=HiResCAM.
The proposed mask loss and HiResCAM attention mechanism to-
gether yield state-of-the-art performance with a 37% improvement
in explanation quality (20.1−→ 27.6 OrganIoU). Diffuse abnormal-
ities (e.g. emphysema, interstitial lung disease) improve more than
focal abnormalities (e.g. nodule, mass). Intervention-related ab-
normalities (e.g. pacemaker, stent) improve more than biological
abnormalities (e.g. nodule, emphysema). The full list of abnor-
malities in each concept group is provided in the Supplementary
Material. There are 7,209 test set volumes, which cumulatively in-
clude 61,780 abnormalities; the Percent (%) column specifies the
percent of abnormalities in each concept group.

in natural images, particular features may correlate highly
with particular classes (e.g. fur texture with animals, or
metal texture with cars); therefore visualizing these features
produces a broader highlight of the relevant class. However,
in medical images, different abnormalities can look so simi-
lar to one another that it can be challenging even for experts
to distinguish them [18], so it is unlikely that any single
feature would be highly predictive of an abnormality on its
own. Grad-CAM’s focus on features thus risks switching
the attention to the wrong anatomical structure as exempli-
fied in Figure 5. Formal investigation into the cause of this
phenomenon is an interesting direction for future work.

We propose that HiResCAM is particularly applicable
in medical imaging, where understanding the precise con-
tributing region of the image is paramount, while Grad-
CAM may be more useful for tasks like weakly supervised
segmentation in natural images, where “expanded” atten-
tion maps serve as better seeds [11].

5. Conclusion

We present HiResCAM, a class-specific, region-focused
attention mechanism that highlights the locations that con-
tribute most towards each abnormality prediction. We pro-
pose a mask loss that leverages HiResCAM and automat-
ically obtained allowed regions to encourage the model to
predict abnormalities from only the organs in which they
appear. Together, HiResCAM and the mask loss result in
a 37% improvement in explanation quality, demonstrating
state-of-the-art performance on explainable multiple abnor-
mality prediction in 3D medical images.
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Figure 6. Qualitative results of a VGG-16 classifier on the PASCAL VOC 2012 val set, illustrating the tendency of HiResCAM to produce
more focused attention. Best viewed in color with zoom.
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